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ABSTRACT

This project was a part of The Web Laboratory — a joint project of Cornell University and Internet
Archive — to provide data and tools for research on Web. The main aim of the project was to
implement the PageRank algorithm using MapReduce framework to support the computation on the
large datasets on the Web Lab Hadoop cluster in a distributed manner. PageRank is a link analysis
algorithm that considers the links to the documents to converge on a numerical value of importance
of the document. This importance value is of great significance in information retrieval and search
mechanisms to decide the relevance of the document to the query.

We carried forward the previous work and coordinated with the other team to take in the large set
of web graphs (links between web documents), calculate the PageRank and output it in a particular
format. The algorithm was implemented in Java and was tested on the three available datasets of
increasing size — Edu, Cornell, Amazon. It was computed on the Web Lab Hadoop cluster and the
performance was analyzed. Hadoop is a free Java framework which implements MapReduce to
support execution of data intensive applications in a distributed manner.
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INTRODUCTION

Web Lab Project

The Web Lab is a National Science Foundation funded project by NSF grants CNS-0403340, DUE-
0127308, SES-0537606, IIS 0634677, and IS 0705774. The Web Lab aims at providing data and
computing tools to researchers, historians, scholars, etc who want to study about the web or the
information on the web and analyze the trends. It is built on snapshots of the historical collections of
the Internet Archive. Internet Archive (www.archive.org) is a non-profit organization with the

purpose of offering permanent access for researchers to the historical collections.

Web Lab Organization

Two teams were working on the Web Lab project this semester in Fall 2008. The working flow can be

K Web Lab Project \

described as seen in Fig 1.
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Figure 1: Workflow at Web Lab Project

Internet
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Teams working on Web Lab project in previous semesters had worked on data transfer from the
Internet Archive to the file server at Cornell University’s Web Lab. The Web Graph team was
responsible to carry forward the work done by previous members to generate a cleaned up web
graph in a particular format. The PageRank team is responsible for implementing the PageRank
algorithm which takes in the generated web graph link data and calculates the PageRank for the
collection. These works build upon the prior work done by previous teams till Spring 2008. The main
goal this semester was to utilize the prior work, which were mainly done as independent modules. It
was required to clean those implementations, modify them to make it compatible with the other
modules and subsequently integrate them to get the output on the various datasets and analyze the
performance.
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PageRank Team

The PageRank team gets link data from the Web graph team. The PageRank team then uses the data
as its input and distributes the data and computation on Hadoop cluster, calculates PageRank and
stores the output.

Prior work on PageRank calculation was done by Asif-ul Haque & Vijayanand Chokkapu [1] using
MapReduce paradigm with various formulations. Asif-ul Haque had implemented one of the
formulations, but had made a few assumptions which were invalid with the format presented by the
Web graph team and also on large datasets with many irregular dangling nodes.

Our task was to study the implementation and make necessary modifications to the source code to
comply with the format presented to us and present the PageRank output in a particular format
which can be useful to the user. The implementation had to be run on the Web Lab Hadoop cluster.
Hadoop is a Java software framework which implements the Map Reduce paradigm, along with a
Hadoop Distributed File System (HDFS), to run large data-centric applications on large cluster of
computers with high reliability and efficiency. The PageRank algorithm, MapReduce and Hadoop are
explained in details in the later sections.

Overview

The purpose of this document is to document the knowledge that we have gained from this project,
along with the detailed description of the implementation so that the future team or researchers get
to understand the system inside out and are in a strong position to utilize the work. We will start
with describing the PageRank algorithm, followed by a brief introduction to MapReduce
programming. Subsequently, we’ll describe the implementation of the algorithm in a blocked
manner, along with sample input and output. Next, the performance will be analyzed and the scope
of future improvement will be summarized. The entire source code and directions to run the
implementation will be included in the appendix.
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PAGERANK

Definition

PageRank is a probabilistic distribution used to calculate the likelihood that a user randomly clicking
on links will arrive at a particular document. It is based on the concept that more the number of
incoming links to a page, higher the rank of the page. Also, links from a higher ranked page is given
more importance as compared to links from a lower ranked page. As we iteratively invoke the
algorithm, the PageRank converges to a more accurate PageRank for the page.

Importance

In Information Retrieval, importance of a document is measured using two metrics: (a) relevance, (b)
popularity. Relevance is a value which signifies the similarity between a document and a particular
query. Thus, the higher the similarity value, the higher the relevance of the document to the query.
This works well for smaller collections. However with larger data collections, as huge as the web,
calculating of relevance for all the documents is practically impossible in a short duration of time.
Also, when web is concerned these days, high recall is not a priority anymore due to presence of
abundant similar documents. Users are more interested in more precise results with higher precision
which are more reliable.

Since popularity of a page (PageRank) is assumed to be static for a period of time, it is pre-computed
using web-crawlers which generate the link data and are used in PageRank calculation. Considering
the huge size of web, these applications keep running continuously to index new pages and update
the PageRank regularly. For a query, the matching documents with higher PageRank are considered
more important and returned in the order of PageRank.

Algorithm

The PageRank algorithm is based on the following probabilistic model. A user starts at a random
page. He / She will select one of the hyperlinks on the document to redirect to the corresponding
page with a probability d. Otherwise, he / she will select any random page and jump to it with a
probability of (1 — d). PageRank of a document is the probability that the user will arrive at any
particular page.

If we iterate this process for a large number of times, the values will converge to give the PageRank
of the document.

The PageRank can be explained using the following example. Assume a collection of four documents
A, B, C & D. Since PageRank is the probability of arriving at a document, the initial probability for
each of the document is equal at 0.25.

If B & C each have a link only to A, they increase the importance of A by contributing to its PageRank.
Thus, PageRank of A will be sum of contribution from all incoming links.

PR(A) = PR(B) + PR(C) = 0.50
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Now, suppose C has another link to D. This will split the contribution of PageRank from C amongst A
& D. Thus PR(A) = PR(B) + PR(C)/2 = 0.375.

Thus, PageRank can be represented in a general way as:

PR(u)= § i() , Where <v, u> is the set of all links to u.

Vi <u>

As described earlier, PageRank assumes that the user may also stop browsing or may jump to a
random page with a probability of (1 —d). The probability that the user will continue clicking on the
links, d, is called the damping factor. We now need to include the damping factor in the generalized
formula. Thus all the contribution from each of the incoming links will only be valid if the user
decides to continue. Hence, the total probability of reaching link u, from link v is:

PR(u)= " 9+q 5 PRU
n

vi wu> L(v

, Where <v, u> is the set of all links to u & d is the damping factor.

In terms of matrices, PageRank values are entries of eigenvector p, i.e.

p, where uy, u, ... u, are the pages in the collection and p is the solution of equation
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where I(u;, u;) indicates the presence of a link from page u; to u;. Its value is 0, if there’s no link
present; else it is normalized so that for each j, the sum of I(u;, u;) = 1

As you may have noticed in the example stated above, that we started with an initial PageRank for
each document. The PageRank of each document depends on the PageRank of other documents.
Thus, there arises the need of iterating through the calculation multiple times so that the PageRank
is calculated with the updated values and it in turn makes the calculation of other documents even

more accurate.

The mathematical reformulation of PageRank, which has been implemented in the code using the
MapReduce paradigm, is described in the later section.
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MAPREDUCE & HADOOP

MapReduce

MapReduce is a framework for computing data intensive distributable problem over a number of
computers (or nodes) to bring in efficiency and maximize the utilization of the resources. It is a
programming model introduced by Google, which splits the entire operation into two phases of Map
& Reduce.

The programmer specifies a map function which reads in the key-value pair and generates an
intermediate key-value pair, which is then passed onto the reduce function, which can then merge
on the basis of the intermediate keys. The master node takes the data, automatically splits it into
smaller sub-problems and assigns it to the worker nodes. These worker nodes perform the mapping
function and return the results of the sub-problems back to the master node. The master node then
assigns a few worker nodes to perform the reduce task which is to merge the results of the sub-
problem to output the solution to the problem originally addressed [3].

Reliability is one of the most important features of MapReduce. It achieves reliability by expecting
each of the worker nodes to report periodically to the master node with the completed work or its
status updates. In case the master doesn’t receive status message from one of the worker for a
certain interval of time, it assumes the node to be dead and redistributes its work to other nodes.

Hadoop

Hadoop is an open-source Java framework, on which Java programs based on MapReduce model can
be executed [4]. It stores the data on its distributed file system HDFS. The JobTracker assumes the
role of the master node, while TaskTracker (one per node in the cluster) assumes the role of worker
nodes. JobTracker is the point of interaction where the user submits the map and reduce jobs, along
with location of the input datasets on the Hadoop Distributed File System (HDFS). The JobTracker
manages assigning and distributing the map and reduce tasks to the TaskTrackers. The TaskTracker
performs the task and updates the status to the JobTracker [5].

Map

To enable map tasks to be run in parallel, the input dataset is internally split into several pieces
called FileSplits. For each FileSplit, a map task is created. Each map task reads its assigned FileSplit
using a reader for the specified InputFormat. The data is read and intermediate key-value pair is
generated. As the key-value pairs are generated, they are passed to the configured Mapper class.
The Mapper class performs the map operation and passes the output using OutputCollector.collect
method with a new key-value pair of its choice. It must specify a key and a value class to the
OutputCollector while passing to the map function.

When the output of Mapper is collected, it is partitioned using the default HashPartitioner class.
Thus, N input files will generate M map tasks and each map task will generate R output files, where R
is the number of number of reduce tasks configured.
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Reduce

The input file for each reduce task is scattered across multiple files over multiple nodes where the
map tasks ran. These files are firstly copied to the local file system and then appended into one file.
The file is then sorted (using merge-sort algorithm) so that all the values for a key is contiguous and
thus enable fast reading and merging of the values. The values for a given key are passed as an
iterator. After the reduce operation is completed, the output is written to a single output file (for
each reduce task) using the OutputCollector.collect() method.

This section gives a brief overview of PageRank as well as Hadoop MapReduce. The subsequent
sections explain the formulation of PageRank for MapReduce implementation, followed by
explanation of the implemented source code.

10



Cornell University [THE WEB LAB: PAGE RANK CALCULATION]

PAGE RANK FORMULATION FOR MAPREDUCE

In the formula derived for PageRank in the previous section, if we denote the link matrix with A, we
can rewrite the formula as [1]

p—ul +dAp ,

where, p is the eigenvector of values of PageRank;
d is the damping factor, assumed to be 0.85;

A is the link matrix.

n n n
If we multiply both sides by ——, we get =1 +——dAp
1-d 1-d P=h 1-d
n
If we define another vector g = —p we can rewrite the equation as q =1, +dAq

-d
Since q is proportional to the PageRank vector p, it can be used in place for calculation PageRank.

The above equation can be further reformulated to make it easier to implement in program as

follows:
q=1, +dAq
q= (I n- dA)-lln

Expanding the inverse into an infinite series, we get

q=8 d“A*1,

k=0

If we want & precision in the PageRank, the above summation should sum up the first N terms,

Sogld)e - SooL )
fogWa)li " dog(ld)

where d" <6.0r N 2 ushould be sufficient to get 6 precision.
u

We can implement this algorithm using the following pseudo-code

q=1,r=1,

fori=1toNdo
r = dAr
a=q+r

11
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MapReduce Implementation

The Web Graph teams gives the output as <u, v, outdegree(u)> for every link from a document u to
document v. These tuples constitute the sparse link matrix.

The MapReduce implementation of the above algorithm formulation is done as follows:

Map <u,(v,r,,dr,p,)><v,q, > C <v,q, ><v,dr,p,, ><Vv,(wr,,dr,p,,) >,
Red < \_/'{qv'dru puv’(W' r-v’drv pvw)} C
" " dr,p,, -
<v.q,+a,dnp, ><v.wa,dnpe.,——a,dnp.) >

\"

Source Code
Our algorithm is divided in 3 phases
1. Formatter

2. PageRank
3. Retrieve Ranks

a. Formatter:

This map reduce class is responsible for making the output from the web graph useful for
calculation of page rank. This class basically takes the cleaned input from the web graph and
converts it into the format required by the page rank code. In this job we keep the number of
reduce tasks as zero. The elimination of reduce tasks saves a lot of computation time.

Map Input: {k, <#url, urlname, outdegree, list(#out_nodes)}
Map Output:{#url,(urlname, #out_node, grerp, erp)}

In this algorithm we have used a damping factor of 0.85. Thus, initially for every edge from utov
the erp is set to ‘0.85/outdegree’ and grerp is set to 1. Similarly for a given node, the #toURL is
set to zero with erp also as 0 and grerp as 1.

This will help us differentiate whether the input value is a node or an edge.
b. PageRank:

This class is used to calculate the pagerank of each unique URL in the given input set. This
algorithm is adopted from [1] and the code is extended to work for enormous data sets. As it is
an iterative algorithm the output from reduce is same as input to map task. Also, the number of
records will always remain constant irrespective of the iterations. Following are the descriptions
of the map and reduce functions as implemented in the program:

12
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Input Format: <#fromURL, URLname, #toURL, grerp, erp>

In the above format, the #toURL is used to distinguish whether the input record is an edge or a
node. If the record is a node the #toURL will be 0 or else it will the hash value to the toURL. Thus,
#toURL is basically used to identify the type of record.

if ((type = 0)&&(type = -1)
{

r.seterp(Double. parseDouble (st.nextToken()));
Tuple s=  new Tuple();

s.settype( - 1);

s.setURL( "xx" );

s.setqrerp(r.geterp());

output.collect( new LongWritable(r.gettype()), s);

The above piece of code shows that if the type of record is an edge(i.e. type!=0), it outputs a
temporary record with type as -1. This temporary record has the toURL as the key and grerp
value as the erp value of the fromURL. This formulation helps us to alter the page rank of toURL
depending on the page rank of fromURL as discussed in the previous section.

Thus, the output after all the map tasks are completed contains all edges, nodes and
intermediate records. The input and output key value pair of map function have following
writable data types:

Input: {key, value} A {LongWritable, Text}
Output: {key, value} A {LongWritable, Tuple}

‘Tuple’ is a user defined class to hold the set of values. It implements Writable interface which is
needed in order to output the records in the intermediate files and it overrides the toString()
function.

Reduce:
Input Format: <#tfromURL, list(URLname, type, grerp, erp)>

Here, we get all records with a unique key(i.e. fromURL). There could be several records having
type as 0 or -1 or #toURL. Depending on the type of record corresponding action is taken.

while (values.hasNext())

{

Tuple s= new Tuple(values.next());

if (((s.gettype() != 0)&&(s.gettype() = - 1))
tvalues.add(s);

else if (s.gettype() ==0)

13
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C.

g= s.getqrerp();
else
sum= sum-+s.getqrerp();

}

The above code describes the action taken depending the type of the record. If the record is an
edge(i.e. type >0), we just add it to the list of records which go to output. If the record
represents a node, we get the page rank of the current URL. If the record is an intermediate
record from the map task, then add the page rank of all the fromURL. Finally output all the
records as the node records with the updated value of the page rank. Also, for all edges output
all edges from list with the updated page rank.

Now, the output of all reduce tasks will be the same as the input to map tasks except that all the
erp and grerp values would have updated. This change takes places the number of times the
program iterates. The input and output key value pair of reduce function have following writable
data types:

Input: {key, value} A {LongWritable, Tuple}
Output: {key, value} A {LongWritable, Tuple}

Get Page Rank:

The above code produces the output which contains all edges as well as nodes. If the user wants
to view only the page rank of the URLs, he/she needs to run this code. This code basically
eliminates all the edges and displays only the contents of node records

14
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STATISTICS AND ANALYSIS

Three datasets of increasing sizes namely Edu, Cornell and Amazon were used as inputs for
calculating the pageranks. These datasets were generated by the web graph team. For every URL
(web page) within the dataset the following information was provided.

a. Hashcode of a URL.
b. Number of outgoing links from that URL

c. The space separated list of hashcodes of URL's having an incoming link from the URL in 1.

The specific details about these datasets are as follows.

Data set No. of nodes No. of edges Avg No. of edges/node [Size
Cornell 626422 4477835 7 126 MB
edu 4527014 39874684 9 1.02 GB
Amazon 122047146 1378360637 11 45 GB

Table 1 : Details of the datasets used to test the page rank algorithm.

CLUSTER CONFIGURATION

The map reduce taks for calculating the pageranks for the above mentioned datasets were
run on the cluster having following specifications.

The Web Lab has 60 Dell servers that are used for the Hadoop cluster and related purposes.
Each node has the following hardware configuration:

1. Quad Core Intel Xeon Processor, 2.66GHz, with 2x4MB Cache (total 8 core).
2. 16 GBytes 667MHz memory.

3. 6 750GB SATA disk drives (total 4.5 TByte) .

4. Port Summit X450a Ethernet Switch (1 gigabit/sec).

As of October 2008, these nodes are configured as a large cluster of approximately 50 nodes
(wl01.cac.cornell.edu), and a small cluster of 6 nodes (wl52@cac.cornell.edu), with the
remaining nodes used as file servers and spares.

The code for calculating pagerank is implemented as three map reduce modules which are
as follows.

1. Formatter.java which does the pre-processing by taking as its input the web graph
generated by the web graph team and converts it into the format suitable for the

15
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pagerank calculation module. Refer to the map reduce implementation details for
specifics related to this module.

2. PageRank.java which calculates the pagerank for each of the URL's iteratively. The
output of this module at the end of any iteration consists of page ranks of all URL's at
that iteration and the intermediate processing information used to calculate these
page ranks. Both the page ranks and this intermediate processing information is
stored in the same file. This helps us to calculate page ranks iteratively such that
output of iteration i is used subsequently by iteration i+1 in refining the pageranks.

3. GetPageRank.java which extracts the page rank for each URL by neglecting the
intermediate processing information from the output produced by pageRank.java.

The table below shows the time taken to run each of the modules for the above mentioned
data sets. Modules 1 and 3 run once while module 2 runs iteratively for specified number of

iterations.

Data Set |Formatter PageRank (50 iterations) |[GetPageRank
Cornell 7 sec 22 min 10 sec 26 sec
edu 20 sec 47 min 44 sec 30 sec
Amazon |9 min 8 sec

Table 2: Execution time taken by each of the three modules for 3 datasets.

We carried out simple experiments while generating page ranks for each of these datasets
which are listed as follows.

1. Experiment to analyze the effects of varying number of reduce tasks on the
execution time of the algorithm.

2. Experiment to analyze the varying number of nodes available to process the data
sets on the execution time of the algorithm.

3. Experiment to observe the convergence of page rank for certain URL's .

4. Experiment to calculate speed up and efficiency by varying number of nodes to
available to process the data set.

16
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Experiment 1:

To analyze the effects of varying number of reduce tasks on execution time of the
algorithm.

This experiment deals with varying the number of reduce tasks in the PageRank.java module
which deals with the page rank calculations. The number of maps is usually driven by the
total size of the inputs, that is, the total number of blocks of the input files. We can give the
framework hint about the expected number of maps by using the setNumMapTasks(int).
Increasing the number of reduces increases the framework overhead, but increases load
balancing and lowers the cost of failures.

No. of reduce |Cornell EDU Amazon
1 63 472
2 39 247 L .
; o0 e
4 32 150
5 30 120
10 26 70 2656
15 26 65 1952
20 25 62 1642
25 25 59 1511
30 25 57 1467
35 25 52 1402
40 25 49 1252
45 25 48 1253
60 27 50 1284
75 27 58 1338

Table 3: Execution time to calculate the page rank over one iteration for 3 datasets with
varying number of reduce tasks.

The table below shows the execution time (in sec) for the PageRank.java module when the
number of reduce tasks were varied from 1 to 75 for over one iteration.

As the graph below depicts more the number of reduce tasks more is the gain in
performance over a period of time. However it can be observed that for each of these
datasets after the number of reduce tasks increase beyond a certain number, the
performance gains are negligible. This can be attributed to the increasing costs of
communication between the master and reducer tasks and other frame work overheads.

17
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Graph 1: Graph plotting No off Reduce tasks Vs Execution time for Cornell and Edu
datasets.

Thus we can conclude that there are definite performance gains associated with increasing
number of reduce tasks. This gain becomes negligible after the number of reduce tasks
increase beyond a certain value. This cutoff is different for different data sets and depend
largely on the size of the datasets. The cutoff values for each of the datasets are marked in
blue in table 3.

Experiment 2:

To observe the convergence of the page rank algorithm.

This experiment deals with observing the convergence of the page rank algorithm. Table 4
shows the values of page ranks computed over 50 iterations for the URL http://austlii.edu.au .

We begin by assigning each link a page rank of 1 to ensure that we do not get page rank
values which are too low. Then iteratively we keep on refining the page ranks until they
reach some steady value. When the page rank values become steady we say that they have
converged. The graph shows similar curve, the page rank values increase during the first few
iterations and then become stable as they converge.

18
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Graph 2: Observing convergence of page rank algorithm implementation

Iteration Page rank Iteration Page rank
1 1 26 94.91
2 1.32 27 94.92
3 1.5 28 94.93
4 36.32 29 94.95
5 64.27 30 94.96
6 74.84 31 94.98
7 83 32 94.98
8 87.53 33 95
9 90.4 34 95.02
10 92.11 35 95.03
11 93.15 36 95.05
12 93.78 37 95.06
13 94.17 38 95.07
14 94.4 39 95.09
15 94.55 40 95.1
16 94.65 41 95.12
17 94.71 42 95.13
18 94.75 43 95.14
19 94.78 44 95.16
20 94.81 45 95.17
21 94.83 46 95.19
22 94.84 47 95.2
23 94.86 48 95.21
24 94.88 49 95.23
25 94.89 50 95.24

Table 4: Page rank values per iterations.
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Experiment 3:

To observe performance of MapReduce.

The MapReduce framework, as expected, provides great improvements in performance. The
following data demonstrates the magnitude of the changes seen. The first set of graphs shows the
relative time taken to run the PageRank calculation task on a single machine as compared to its
performance on the Hadoop cluster for two data sets.

Cornell Edu
10000 - 100000 -
10000 -
1000 -
= 1000 |
o £
E =
= 100 - 0
ED = 100 -
10 10
1 -
1 - 1 machine Cluster-40 reduce
1 machine Cluster-40 reduce tasks tasks

Graph 3 : Comparison of performance on Cornell and Edu Data sets.

The difference in the amount of time taken using the two methods is so great that they are
represented on a log scale to show difference in magnitude. In absolute terms, the procedure took
14025 seconds on a single machine and 49 seconds on the cluster for the Edu dataset. This is also
further evidence of the efficiency of the MapReduce. It can be seen that the performance on a
cluster of 50 machines is better even than the time taken on 1 machine divided by 50.

60 S Time tak coa 5000000 Similar performance improvement is also seen
Ime taken on uster
, " 4500000 | for the Cornell dataset, also shown on the Log
50 M Size of Dataset e, Th ot caken § o
L 4000000 scale. The amount of time taken for a single
40 . 3500000 machine was 1150 seconds and 25 seconds on
| 3000000 the cluster. There is another significant feature
30 . 9500000 'of the d|str|butced system is its reIatlve'
L 2000000 improvement in performance as the size of the
20 - dataset increases. It can be seen from the
- 1500000 _ .
. 1000000 following graph that when the size of the
] 00000 dataset increases many fold from the Cornell to
. the Edu dataset, the amount of time
0 - -0
| | I approximately just doubles. The scalability of
Cornell EDU Cornell EDU - .
MapReduce makes it ideal for this type of task.

Graph 4: Effect of data size on MapReduce
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