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Abstract  
The purpose of this document is to report the spring 2007 semester progress on the Data Movement 

and Tracking system, a part of Web Library project at the Cornell Web Laboratory. The goal of this 

system is to most efficiently transfer crawl data from the Internet Archive with respect to system 

resources and time. Presented here is the automated transfer application, a component of the system 

ŘŜǎŎǊƛōŜŘ ƛƴ ǘƘŜ ά5ŀǘŀ aƻǾŜƳŜƴǘ ŀƴŘ ¢ǊŀŎƪƛƴƎ Cŀƭƭ нллс Reportέ (1). The transfer component builds on 

the tracking capabilities and tools implemented last semester. This report marks the successful 

deployment of the transfer component for use by the Data Movement team. 

Prior Work  
This project is a continuation of the design and implementation work done on the automated Data 

Movement and Tracking system in the fall 2006 semester(1). The overall project is based on the work 

done by Cornell students in previous semesters. Please refer to the άWeb Library: Data Movement 

Spring 2006 Reportέ (2) for a background on the Web Library project. Past projects performed the data 

movement manually (2; 3), and investigated ways to automate the file download while tracking status in 

the process (2; 4). 

Basic Terminology  
The following table presents several terms used throughout this report: 

Term Definition 

Crawl A crawl is a snapshot of the World Wide Web collected by the Internet Archive. 
Crawl names are typically denoted with two letter names such as DD, EC, etc. 

Node An Internet Archive server which stores data. There are two main types of nodes: 
Primary and Solo. There were 636 total nodes at the writing of this report. 
The terms node and server may be used interchangeably through the report. 

Solo Node A special type of Internet Archive server which stores crawl data that we are 
interested in. Unlike Primary nodes, these nodes are not replicated at the Internet 
Archive. There were 468 Solo nodes at the writing of this report. 

ARC File Compressed web page crawl data, typically around 100MB in size. 

DAT File Compressed web page crawl meta-data, typically around 10MB in size. 

Table 1 Terms and definitions 
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Project Overview  
The following section is presented from the fall 2006 report (1) as a convenient review of the automated 

Data Movement and Tracking system. 

The goal of this project was to implement a fully functional and automated system for tracking crawl 

files as they are downloaded from the Internet Archive. This project documents the successful 

implementation of the components that make up the current Data Movement and Tracking system, 

presented in Figure 1. The components are organized to separate functionality, making the system easily 

extensible in the future. Following sections describe briefly each component and its requirements. 

 

Figure 1 Components of the Data Movement and Tracking project 

Database 
The database is the heart of the project, as it stores all the information tracked by the system. The 

storage requirements include the following information: 

¶ Crawls tracked by the system 

¶ Discovered Internet Archive Solo nodes 

¶ Status for tracked nodes with respect to connectivity 

¶ Discovered files and file information (such as size and download time) 

¶ Status for tracked files with respect to download 

Tracking Component  
The Tracking Component is the interface to the database, acting as the data access layer used by the 

other components. It broadly encapsulates all the database functionality to provide the following: 

¶ Add and query tracked crawls, including statistics such as total crawl size and completion status 

¶ Add and retrieve information about nodes, including status and statistics 

¶ Add and retrieve information about files, including status and statistics 
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Load Component  
The Load Component is responsible for populating the tracking database with crawl files that we are 

interested in transferring from the Internet Archive. This is the first application a user runs when they 

want to download a crawl. It is typically ran once per crawl, though it may be run multiple times for the 

same crawl in order to discover new files that may have been previously inaccessible. To summarize, the 

Load Component fulfills these requirements: 

¶ Process the information from the IA to discover available nodes and files for a specific crawl 

¶ Add node and file information to the tracking database 

¶ Update a node ƻǊ ŦƛƭŜΩǎ information if it has been previously added to the tracking database 

After a successful execution, this component populates the database with data that can be used to 

provide some immediate statistics about the loaded crawls. For example, users can query the database 

for crawl size in terms of both file count and disk space usage, even before any files are downloaded. 

Report Component  
The Report Component is intended to provide a way for users to track the crawl file download progress 

through a series of web pages. The web pages display this broad range of information: 

¶ View crawls loaded into the database, including completion statistics 

¶ View nodes associated with a specific crawl 

¶ View files associated with a specific crawl 

¶ View node and file summary status about a specific crawl 

¶ View detailed status information about a node or file 

Transfer Component  
This component is responsible for downloading files in an efficient manner based on information 

queried from the tracking database for specific crawls. It has the following requirements: 

¶ Query the tracking database for files not yet downloaded for a given crawl 

¶ Download the files from Internet Archive Solo nodes to local storage using FTP 

¶ Update completion and error status of nodes/files in the database as they are transferred 
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Transfer Component Specification  
This section provides the technical details about the transfer component.  

Requirements  
The design of the current Transfer Component is driven by several technical requirements which would 

produce the desired transfer behavior: 

¶ Process a configurable number of nodes concurrently. 

¶ Transfer a configurable number of files per node concurrently. 

¶ Allow status to be reported for each node and file transfer. 

¶ Allow the user to abort all processing gracefully (without having to terminate the application). 

Transfer Component Design  
To manage the requirements stated above, I designed a multithreaded solution based on the producer-

consumer problem. The Transfer Component GUI allows the user to enqueue node tasks which are 

dequeued and processed by node consumers (Figure 2). To process a node task, the node consumer will 

create a file processing queue and enqueue untransferred files as file tasks to be downloaded by file 

consumers (Figure 3). Definitions of the design terms used in this report are presented in Table 2. 

Table 2 Transfer Component Term Definitions 

Term Definition 

Node Processing Queue Central queue data structure used to manage node tasks and node 
processing consumers. 

Node Task Identifies a node from which files should be downloaded by a node 
processing consumer. The task is also tied to a specific crawl and 
includes flags used to determine if ARC, DAT or both should be 
retrieved. 

Node Processing Consumer Worker thread responsible for taking node tasks from the queue and 
άǇǊƻŎŜǎǎƛƴƎέ ǘƘŜƳ όǎŜŜ ŘŜǎŎǊƛǇǘƛƻƴ ōŜƭƻǿύΦ 

File Processing Queue Central queue data structure used to manage file tasks and file 
processing consumers. 

File Task Identifies a single file (either ARC or DAT) which should be 
downloaded by a file processing consumer. 

File Processing Consumer Worker thread responsible for taking file tasks from the queue and 
άǇǊƻŎŜǎǎƛƴƎέ ǘƘŜƳ όǎŜŜ ŘŜǎŎǊƛǇǘƛƻƴ ōŜƭƻǿύΦ 

 

A node processing consumer thread will perform these steps: 

1. a) Wait for a node task to become available. 

b) Dequeue available node task. 

c) Exit if retrieved task is null (this signals end of processing). 

2. Create a new FileProcessingQueue. 

3. Retrieve untransferred file list for node. 

4. Create and enqueue one FileProcessingTask for each file row in Step 3. 

5. Wait for FileProcessingQueue to finish processing, loop back to Step 1. 
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A file processing consumer thread will perform these steps: 

1. a) Wait for a file task to become available 

b) Dequeue available file task 

c) Exit if retrieved task is null (this signals end of processing) 

2. Initialize FTP connection to node containing file from task. 

3. Change to file FTP directory. 

4. Transfer file using FTP. 

5. Insert download status into database, loop back to Step 1. 

 

 

 Figure 3 File Processing Queue Overview 
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Queue Threading  
The node and file processing queues implementations require proper thread synchronization. The 

threading concepts and .NET functionality used are covered in an online resource, Threading in C# (5). 

Instantiating either queue class will allocate a task queue and create the specified number of 

consumers. The consumer threads are not started immediately, allowing for event handler registration. 

To launch consumer processing requires a call to the Start()  method. Consumers will block until there 

is a task available, however one blocked consumer does not affect the ability of another to do work. A 

consumer will terminate (its thread will exit) in the event that a null task is encountered in the task 

queue. 

The thread which created a processing queue may wish to block until all queued tasks have been 

processed. This is the case with a node processing consumer which should wait for all file tasks to 

complete before moving on to the next node task. This behavior is accomplished by calling the 

Dispose()  method. This method will enqueue a null task for each consumer, causing its thread to 

eventually terminate. The thread calling Dispose()  will join all consumer threads, blocking until they 

exit. 

Queue processing may be aborted before all tasks are completed. Calling the Stop()  method on a 

processing queue will clear the task queue and abort any tasks currently in progress. 

Queue Callbacks 
In order to provide the user adequate feedback about the current state of each NodeProcessingQueue 

and FileProcessingQueue, these classes implement several events which are fired at various times 

during processing. These events and their delegate types are described in Table 3 and Table 4 below. 

Table 3 NodeProcessingQueue Events 

Event Delegate Type Description 

NodeThreadStart NodeThreadLifecycleHandler Notification from a node processing 
queue that a new node processing 
consumer is starting. 

NodeThreadExit NodeThreadLifecycleHandler Notification from a node processing 
queue that an existing node 
processing consumer is terminating. 

NodeThreadStatusUpdate NodeThreadStatusUpdateHandler Notification from a node processing 
queue regarding an updated status 
message from a node processing 
consumer. 

NodeThreadProgress NodeThreadProgressHandler Notification from a node processing 
queue regarding the progress that a 
node processing consumer made on 
its current task (reflects completion 
of child file processing queue). 
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Event Delegate Type Description 

NodeQueueUpdate NodeQueueUpdateHandler Notification from a node processing 
queue regarding an update to the 
current task queue (reflects tasks 
added and removed from queue). 

FileThreadStart FileThreadLifecycleHandler Handler registered with child file 
processing queues (see below). 

FileThreadExit FileThreadLifecycleHandler Handler registered with child file 
processing queues (see below). 

FileThreadStatusUpdate FileThreadStatusUpdateHandler Handler registered with child file 
processing queues (see below). 

FileThreadProgress FileThreadProgressHandler Handler registered with child file 
processing queues (see below). 

FileQueueUpdate FileQueueUpdateHandler Handler registered with child file 
processing queues (see below). 

 

Table 4 FileProcessingQueue Events 

Event Delegate Type Description 

FileThreadStart FileThreadLifecycleHandler Notification from a file processing 
queue that a new file processing 
consumer is starting. 

FileThreadExit FileThreadLifecycleHandler Notification from a file processing 
queue that an existing file processing 
consumer is terminating. 

FileThreadStatusUpdate FileThreadStatusUpdateHandler Notification from a file processing 
queue regarding an updated status 
message from a file processing 
consumer. 

FileThreadProgress FileThreadProgressHandler Notification from a file processing 
queue regarding the progress that a 
file processing consumer made on its 
current task (reflects FTP download 
completion for single file). 

FileQueueUpdate FileQueueUpdateHandler Notification from a file processing 
queue regarding an update to the 
current task queue (reflects tasks 
added and removed from queue). 

FileTaskComplete FileTaskCompletionHandler Notification from a file processing 
consumer regarding completion of a 
file task (regardless of success or 
failure). 

 

The main GUI form for the Transfer Component registers handlers for events with the main 

NodeProcessingQueue when it is created. It is the responsibility of each NodeProcessingConsumer to 

register event handlers with FileProcessingQueues that they create. Note the implementation of the 
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event handlers in the main GUI form: each performs a check of whether or not an invoke is required on 

certain GUI controls. In this multithreaded system, different threads will generate status updates for 

display to the user. However, the .NET framework requires that changing GUI controls is done only in 

the thread which created the control. Performing the asynchronous call this .BeginInvoke  ensures 

that all GUI updates are executed (invoked) on the main thread. 

FTP Details 
The Transfer Component makes use of the SmartFTP Library (6) for all FTP functionality. The SmartFTP 

Library is a third-party ActiveX component purchased for this project. Use of the SmartFTP 

FTPConnectionMTA objects is implemented in the FileProcessingConsumer class with code based almost 

entirely on the samples provided by SmartFTP. A FileProcessingConsumer will attempt to reuse an 

opened FTP connection for multiple tasks to avoid the overhead of constantly re-opening new 

connections. 

Initialization of new FTP connections is implemented in the InitFTPConnection  method of the 

FileProcessingConsumer class. Username and password settings used for the connection are taken from 

¢ǊŀƴǎŦŜǊ /ƻƳǇƻƴŜƴǘΩǎ ŎƻƴŦƛƎǳǊŀǘƛƻƴ ŦƛƭŜΦ !ŘŘƛǘƛƻƴŀƭƭȅΣ ǘƘŜ C¢t ŎƻƴƴŜŎǘƛƻƴ ƛǎ ǎŜǘ ǘƻ ǳǎŜ {ƳŀǊǘC¢tΩǎ 

ftpProtocolSSLExplicit  protocol which enables Transport Layer Security (TLS) as requested by the 

Internet Archive. Furthermore, the default configuration file also enables FTP passive mode to true, 

which I found was necessary to transfer files from Internet Archive nodes (FTP active mode did not 

work). 

One additional feature was implemented in the Transfer Component: setting local file creation and 

modified date and times for transferred files based on the timestamps stored on the remote FTP server. 

This allows us to preserve the original timestamps from the Internet Archive. After a file is transferred 

ǘƘŜ ¢ǊŀƴǎŦŜǊ /ƻƳǇƻƴŜƴǘ Ŏŀƭƭǎ {ƳŀǊǘC¢tΩǎ GetFileTime  function. It is important to note that this 

function requires the FTP server to implement MDTM command (return the modification time of a file). 

All the Internet Archive servers tested did support this however. 

Status Tracking  
The Transfer Component makes use of the Tracking Component part of the system to enter status 

information about both successful downloads and failures into the tracking database. The 

FileProcessingConsumer class which performs FTP transfers is responsible for using the appropriate 

table adapter: 

¶ FileListTableAdapter ς Used to update the ARC/DAT download time column of a file record. 

¶ NodeStatusTableAdapter ς Used to enter node FTP connection failure status. 

¶ FileStatusTableAdapter ς Used to enter both successful and failed FTP file download status. 

Additionally, the Transfer Component will produce a log file containing detailed information about work 

performed by all task consumers in the application. All exceptions and stack traces are saved to this log 

file for debugging purposes. 
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Updates to Existing Components  
This section briefly covers the updates made to the components implemented in the previous semester. 

Transfer Component 

¶ Fixed the GetFileListPaged stored procedure which was not returning the first row of the result 

set for some specified crawl and file ID. 

¶ Added new status types to the FileStatusType table to track FTP download errors. The updated 

table is presented in Appendix C. 

¶ Modified the GetCrawlListAll to return the crawls in alphabetical order. 

¶ Modified the UpdateFile stored procedure to only modify columns of a specified FileList row 

which were specified as non-null parameters to UpdateFile. Passing null for a parameter to 

UpdateFile will leave that particular column unchanged in the database. 
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System Deployment  

Source Repository  
The source code for the project is checked into Web Research Infrastructure (7) repository hosted by 

gforge.cis.cornell.edu. The CVS module for the project is called tracking and may be retrieved by 

executing the following commands: 

cvs - d :pserver:USER@gforge.cis.cornell.edu:/cvsroot/wri login  

cvs - d :pserver:USER@gforge.cis.cornell .edu:/cvsroot/wri checkout tracking   

Database 
The tracking module in CVS contains a Database directory which includes a SQL script (dmt.sql ) for 

creating the tracking database tables and constraints. An additional SQL script (statustypes.sql ) is 

provided for populating the NodeStatusType and FileStatusType tables with initial data. 

To run a script: launch Microsoft SQL Server Query Analyzer, select the appropriate database, open the 

script and execute it. 

Building  the System 
A single Visual Studio 2005 solution (dmt.sln ) exists in the tracking module and contains C# projects 

for each of the individual system components. 

Deploy the Report component using Visual Studio into a IIS directory. The component requires an 

ASP.NET 2.0 application to be created within IIS. 

Build output for the Load and Transfer components is placed in their bin directories. Provided below is a 

list of files required for each component at runtime. 

Load Component: 

¶ DmtLoadComponent.exe 

¶ DmtLoadComponent.exe.config 

¶ DmtTrackingComponent.dll 

Transfer Component: 

¶ DmtTransferComponent.exe 

¶ DmtTransferComponent.exe.config 

¶ DmtTrackingComponent.dll 

¶ Interop.sfFTPLib.dll 

¶ sfFTPLib.dll* 

* The library sfFTPLib.dll is a COM component and may need to be registered by executing regsvr32.exe 

sfFTPLib.dll using the command line. 
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Transfer Component User Guide  

Configuration File  
As described in the Specification section, the transfer component application uses a configuration file to 

control program behavior. The configuration file is named DmtTransferComponent.exe.config and may 

be edited directly with a text editor. 

The most critical setting is the connection string used by the Tracking Component to connect to the 

database. By default, the Tracking Component assembly is compiled with a connection string which 

attempts to use the database WebLibraryTracking on localhost with Windows-based authentication. To 

override this setting for the Transfer Component, edit the configuration file and replace the 

<connectionStrings /> element (a child of the <configuration> element) with: 

<connectionStrings > 

    <add  name=" WebLab.Dmt.Properties.Settings.WebLibraryTrackingConnectionString "  

        connectionString =" Data Source= Scidata1 ;Initial Catalog=WebLibraryTracking;Integrated Security=True "  

        providerName =" System.Data.SqlClient "  />  

</ connectionStrings > 

Where connectionString is set to contain the appropriate way to connect to the database. 

Listed below are the configurable parameters for the Transfer Component. A parameter scope of User 

indicates that the user may change the setting in the application and that the setting will persist for the 

user if they restart the application. A parameter scope of Application may only be modified through the 

configuration file. 

Table 5 Transfer Component Configuration Parameters 

Parameter Name Scope Description 

NodeWorkerCount Application Indicates how many node processing consumers will be 
created for the main processing queue. This is equivalent to 
how many nodes will be processed at one time. 
The recommended value is between 5 and 10. 

FileWorkerCount Application Indicates how many file processing consumers will be created 
per node processing consumer. This is equivalent to how many 
FTP connections will be made per node. 
The recommended maximum value is 9 (as requested by the 
Internet Archive). 

FtpUsername User The username of the FTP account used to connect to IA nodes. 
FtpPassword User The password of the FTP account used to connect to IA nodes 

(stored in plaintext). 
FtpLocalSaveDirectory User The top-level local directory where transferred files will be 

stored (within appropriate crawl subdirectories). 
FtpPassiveMode Application Set to True for FTP passive mode (recommended for IA nodes), 

False otherwise. 
FtpProgressInterval Application Interval, in milliseconds, for how often the SmartFTP 

component will report file transfer progress. 
The recommended interval is 1000 or 2000 milliseconds. 

SmartFtpLicense Application The SmartFTP license string. 
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Running the Transfer Component  
Screenshots of the Transfer Component are provided in Appendix A. 

To run the Transfer Component application execute DmtTransferComponent.exe which will bring up the 

main window. Keep in mind that you should set the configuration settings described in the previous 

section prior to starting the application. If the database connection string specifies άLƴǘŜƎǊŀǘŜŘ {ŜŎǳǊƛǘȅέ, 

ensure that your user has appropriate read, write and execute permissions on the tracking database. 

The main Transfer Component window will display two tabs, Download and Status. The Download tab 

provides the main user interface for queuing node tasks for processing. Additionally, the Download tab 

allows you to specify certain runtime user parameters (FTP username, password and local save 

directory). 

Selecting an item in the Crawls combo box will display a list of nodes which have untransferred files for 

that crawl. Two action buttons, Process All and Process Selected, will place node tasks in the main 

processing queue. You can toggle whether the task should download ARC, DAT or both using the 

checkboxes in the nodes list. As a convenience, you may right click on the node list to bring up a context 

menu allowing you to toggle all checkboxes in either the άDŜǘ !ǊŎΚέ or άDŜǘ 5ŀǘΚέ column. To abort all 

processing by emptying the main processing queue and cancelling in-progress transfers, press the Abort 

Tasks button. Pressing any of the command buttons will switch the current tab view to Status so that 

you can view the action taking place. 

The Status tab provides a live view of the main node processing queue. The top list presents the 

contents currently in the node processing queue. The bottom list presents the node consumers 

processing that queue and their current status. You may view details about each node processing 

consumer by double clicking on its row in this list. This action will bring up a details dialog similar to the 

Status tab. It will display the contents of a node ŎƻƴǎǳƳŜǊΩǎ child file processing queue and any current 

file consumers processing that queue. If the parent node consumer is idle (that is, it is not processing 

any node tasks), the details dialog for that consumer should display empty lists. 

Log File 
The Transfer Component produces a log file with information regarding the transfer processes. The log 

file is created in the same directory as the application, and has the following filename format: 

DmtTransferComponent_<date>_<time>.log 

  



 
 

16 

Transfer Component Testing and Evaluation  

Methodology  
Validation and testing was performed on the Transfer Component using the crawl data loaded into the 

tracking database in the Fall 2006 semester. The crawl chosen for testing was DD, composed of 2.2TB of 

data in 187,538 files. The component was tested to run for extended periods of time to verify proper 

operation and to help set guidelines for the two main configuration parameters, NodeWorkerCount and 

FileWorkerCount. Together these parameters determine how many simultaneous transfers are 

performed. The FileWorkerCount parameter was kept at a constant 9, indicating a maximum of 9 FTP 

connections to a single node (limit requested by the Internet Archive). The NodeWorkerCount 

parameter was set to 5, 7 and 9 in various experiments, indicating how many nodes would be processed 

at one time. As a side note, the current manual FileZilla approach processes 9 nodes simultaneously. 

In an effort to keep the data transfer moving forward, we decided to perform tests on untransferred 

data without resetting the database before each experiment. Thus, each experiment was not performed 

on the same set of files and nodes. This may have caused some discrepancy in the results as crawl files 

are not evenly distributed among nodes and not all nodes offer the same performance. Further 

experiments should be performed to determine the optimal worker count parameters. 

Testing Issues 
During extended testing of the Transfer Component I encountered several issues which did not come up 

during development. Additional error handling was added to prevent the consumer threads from 

stopping processing tasks under certain conditions. Also, the Transfer Component is heavily dependent 

on the database system, which was under heavy load by other users at times during testing. The default 

connection timeout was increased from 15 seconds to 120 seconds to help address issues that the 

application was having with retrieving file lists from the database. 

Test Results 
A brief summary of the overall throughput results is presented in Table 6 below. 

Table 6 Throughput Results 

NodeWorkerCount FileWorkerCount Maximum Threads Total Throughput 

5 9 45 11 MB/s 
7 9 63 23 MB/s 
9 9 81 19 MB/s 

It is hard to draw a definite conclusion about the optimal parameter value for NodeWorkerCount from 

these results for several reasons. First, while the WebLab machine was dedicated for these experiments, 

the shared Scidata1 database had a very large impact on the performance of the system. Slow query 

responses at times (especially during the NodeWorkerCount = 5 test) influences the Transfer 

Component when retrieving file lists and inserting file status. Second, network and Internet Archive 

node performance could vary at different times during the day. Overall I would recommend using 

between 7 and 9 node worker consumers. 
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There was no noticeable pattern as to the use of system resources for various parameter settings. 

Resources were monitored from time to time using Task Manager (access to Windows Performance 

Counters was not available). In general CPU usage varied between a minimum of 10% and maximum of 

60%, generally staying around 30-40%. Memory usage as reported by Task Manager varied between 

10MB and 80MB, keeping in mind that Task Manager does not accurately report true memory usage for 

.NET applications. This is due to the fact that the .NET framework can choose to put off garbage 

collection if there are sufficient system resources available. 

Several nodes were unresponsive to FTP connections and thus a portion of the DD crawl data was not 

transferred. The file downloads on these nodes should be retried to attempt to complete the DD crawl. 

Furthermore, certain files loaded into the database by the Load Component using data from the Internet 

Archive did not exist on the discovered nodes (specifically their directories were missing on the FTP 

servers). More information about non-responding nodes and missing file directories can be found in the 

Transfer Component log file after attempted transfers. 

Overall 97% of the DD crawl was transferred over the course of two days of testing. More specifically, 

1.96 TB of ARC and DAT data was transferred in 42 hours. This yields a rough 1.1 TB/day at a rate of 

13.6MB/s. Spot checks verified the correct transfer of downloaded files against MD5 hashes obtained 

manually from metadata stored with the files on Internet Archive nodes. 
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Future Project Directions  
This section discusses ideas for possible future enhancements that can be implemented within the 

current Transfer Component of the automated Data Movement and Tracking system. 

Resume Capability  
Currently a file processing consumer will restart a file transfer from scratch even if the file was 

previously partially downloaded. The SmartFTP library supports FTP resume and provides sample code 

which should be implemented and tested in Transfer Component. 

User Interface Enhancements  
The current Transfer Component provides the basic interface for selecting nodes to process and for 

displaying the current status of transfer progress. One improvement to the interface could be better 

aggregation of progress statistics, such as global transfer rate (currently transfer rates are provided on a 

per file basis).  

Improved Error Handling  and Detection  
Currently the Transfer Component provides basic error handling for FTP transfer errors. It ensures that 

transfer failures (such as disconnects or aborts) do not crash the application and that all error 

information is logged. If a file consumer is unable to connect to an IA node, it will abort the task. 

However, it may be beneficial to implement a retry mechanism. 

Additionally, the current Transfer Component does not watch the disk space usage. In the event of a full 

disk drive, the Transfer Component will error on every attempted file transfer. The desired behavior is 

for the Transfer Component to detect low disk space before attempting to download a file, stop all 

transfers and notify a transfer system administrator (by email for example). 

Enhanced Queuing 
A node processing consumer will load the entire untransferred file list for a node task into memory. 

Certain nodes may contain thousands of files for a specific crawl (for example, ia300409.us.archive.org 

contains 6890 files for the EC crawl) which when loaded into memory all at once, may put a strain on 

system resources. It is possible to implement a paging scheme where the node processing consumer will 

query the database for some maximum number of untransferred files (for example, 1000), add each 

result row as a file task in a child file processing queue, and wait for the child queue to finish before 

querying the database again. 

Filtering File Downloads  
Currently, a node processing consumer will query the database for untransferred files and add them all 

as tasks to a child file processing queue. One useful improvement to this is to allow the user to specify 

ǎƻƳŜ ǎƻǊǘ ƻŦ ŦƛƭǘŜǊƛƴƎ ŜȄǇǊŜǎǎƛƻƴ ƻƴ ǘƘŜ ŦƛƭŜΩǎ ǳƴƛǉǳŜ ƛŘŜƴǘƛŦƛŜǊ ǎǘǊƛƴƎΦ For example, the user may want to 

limit the transfer to only files which contain Amazon data and contain amzn in the file identifier (for 

example, EC_amzn_crawl31.20050327004720). Provided with an appropriate regular expression, a node 

processing consumer can apply the expression to each file row before queuing it as a file task. If the file 

identifier does not match the user expression it will be skipped.  
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Project Status and Conclusion  
This report marks the successful implementation of the first fully functional version of the automated 

data movement system. In addition to the Tracking, Load and Report components deployed last 

semester, the Transfer component as described in the project overview have been deployed and is 

operational. The future directions presented in this report aim to propose the next features which could 

be implemented in following semesters. 

Extended testing of the Transfer Component was performed in a live production environment on the 

WebLab machine using DD crawl data loaded in the Scidata1 database. A total of 1.96 TB of DD ARC and 

DAT files were transferred in 42 hours, yielding an impressive rate of 1.1 TB/day or 13.6 MB/s. Testing 

confirmed the correct operation of the Transfer Component. 
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Appendix A: Transfer  Component Screenshots 

Main Form ɀ Download Tab  
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Main Form ɀ Status Tab 

 

NodeProcessingConsumerDetails  Form  
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Appendix B: Updated NodeStatusType Table 
 

NodeStatusTypeID Description 

-5 Error: FTP connection failed. 
-4 Error: HTTP connection failed. 
-3 Error: HTTP connection timeout. 
-2 Error: XML parse exception. 
-1 Error: Unknown exception. 
0 Node has been added. 
1 Success: Connected to node. 

Appendix C: Updated FileStatusType Table  
 

FileStatusTypeID Description 

-2 Error: Failed to download DAT file. 
-1 Error: Failed to download ARC file. 
0 File has been added. 
1 File has been updated. 
2 ARC file has been downloaded. 
3 DAT file has been downloaded. 
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